
Mapping and Map Scoring
at the RoboCupRescue Competition

Johannes Pellenz
Active Vision Group

University of Koblenz-Landau
Universitätsstr. 1
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Abstract— The RoboCupRescue competition encourages the
research on rescue robots: In a simulated disaster site, the
task for the robots is to search for victims and to map the
environment. The robots are either manually controlled or they
explore autonomously. In addition to the number of victims,the
quality of the maps and the mobility of the robots is evaluated
and awarded in the competition.

This paper gives an overview of the RoboCupRescue compe-
tition and the test arena with its standardized test elements.
Also, the mapping and exploring technique used by team
resko@UniKoblenz on the autonomous robot “Robbie X” is
presented. Finally, the current map scoring at the RoboCupRes-
cue competition is described and a method to score the maps
automatically is proposed.

I. I NTRODUCTION

To support �rst responders to �nd survivors in collapsed
buildings (e.g. after an earth quake), rescue robots can be
used to collect sensor data such as thermal and video images
in areas that are inaccessible for humans. These robots are
nowadays mostly remote-controlled. To relieve the operator
from the exhausting task of controlling the robot, the availabil-
ity of partially or fully autonomous robots is desirable. Those
robots must be able to explore an unstructured environment
systematically. Therefore, they have to generate a map of the
building to keep track of areas that were already inspected.
These maps also help the �rst responders to �nd the victims
that the robot has located. In the RoboCupRescue competition,
such a disaster site is simulated by using standardized test
elements that simulate walls, uneven ground and building stuc-
tures such as stairs and ramps. The task for the (autonomous or
teleoperated) rescue robots is to search for victims withinthis
area while localizing itself and mapping the environment [14].
This problem is widely known as the SLAM (Simultaneous
Localization and Mapping) problem [6], [10]. The team that
�nds the most victims and acquires the most accurate data
about the victim and the building will win the competition.
Special awards are given for the best autonomous robot and
the robot that performs best in the part of the arena which is
most dif�cult of access.

During the RoboCup 2007 competition, the map quality was
evaluated by “visual judgment”: The accuracy was determined

by comparing the printed maps generated by the different
teams with maps of other teams and with the ground truth.
In 2008, the organizers asked the teams to turn in the maps
electronically in the GeoTIFF �le format. Using the tags
de�ned for GeoTIFF, the images/maps can be georeferenced
and contain a scale. With this additional data, the maps can
be overlayed with the ground truth map or other team's maps
using a GeoTIFF map viewer. This makes the comparsion
easier for a human, but a fully automated scoring is still not
available yet.

For an automatic scoring procedure, we propose the fol-
lowing system: Given the generated map as an occupancy
grid and the ground truth map, the rooms (or other signi�cant
features) are extracted from both maps. Since the rooms have
characteristic properties (such as size and shape), they can
be matched with the rooms of the other map. With these
correspondencies, the best transformation to align the maps
(either rotation and translation or a non-rigid transformation
by additional warping) is determined. Finally, the remaining
error is calculated. In the case of a rigid transformation, this
error is a measure for the quality of the map; for warped
maps, the parameters of the warping function are also taken
into account.

II. ROBOCUPRESCUE

A. Leagues

The trigger for the RoboCupRescue competition was the
Kobe earthquake(Great Hanshi-Awaji earthquake) which hit
the Japanese City on the 17th of January 1995. Approximately
6,400 people lost their lives, about 4,571 of them were from
Kobe [11]. The total damage in Kobe was about 6.9 trillion
yen (about 66 billion U.S. dollars). One lesson learnt from the
Kobe earthquake concluded that information systems should
be built that collect and distribute information necessaryfor
the �rst responders and the rescuers. Also, systems are needed
that support the planning of the disaster mitigation, the search,
and the rescue. RoboCupRescue is a standard basis in order
to develop comprehensive systems in rescue scenarios.

The competition is devided into three strands:



(a) RoboCup Simulation – Virtual Robots. (b) RoboCup Simulation – Agent Simulation.

Fig. 1. The two simulation leagues in the RoboCupRescue competition.

1) Robot Competition
In this competition, real robots have to explore a
simulated, collapsed building and search for simulated
victims within the environment. When a robot �ndes a
victim, the robot alerts the operator and marks the victim
in an automatically generated map.

2) RoboCup Simulation – Virtual Robots
The scenario in this competition is similar to the Robot
Competition, but the environment and the robots are
simulated within a 3D game engine. Using this simulated
world, it is possible to experiment with multiple robots
and new (and expensive) sensors.

3) RoboCup Simulation – Agent Simulation
Here, a whole city is simulated on a higher level of
abstraction: The city consists of residential houses and
streets, but also police and �re stations. The task is to
develop agents that coordinate the police forces, the �re
brigades, and the ambulance teams so that they respond
ef�ciently to the disaster that occures in the simulated
city.

Fig. 1 shows screenshots of the simulated rescue scenarios.

B. Standard test elements in the Robot League arena

In the Robot Competition, the (real) robots are either
autonomous or remote-controlled. The simulated victims are
identi�able by their visual appearance (shape, color), body
heat, sound, and CO2 expulsion. The area is devided into three
sections that consist of different standardized test elements:

1) Yellow Arena
This area is for autonomous robots: It consists of a
random maze of1:2 � 1:2 m2 pallets with walls of 1.2
meters height. The �oor includes �at areas, as well as
pitch and roll ramps (10� ). The simulated victims are
placed in boxes that are open on one side.

2) Orange Arena
This arena is mainly for remote-controlled robots, but
some areas can also be accessed by autonomous robots.

The �oor elements include random step �elds with
blocks of up to 200 mm height.

3) Red Arena
This arena is mainly for remote-controlled robots. The
�oor elements include random step �elds with blocks
of up to 400 mm height. Additionally, the robots have
to deal with tunnels, stairs and steep ramps (of 35� or
45� ) in this section.

In the year 2008, theBlue Arenawas introduced to provide
manipulation tasks: Here the robots must pick up or place
objects such as handheld radios or water bottles. Fig. 2 gives
an overview of a complete arena. A detailed description of the
arena elements (including instructions how to build them) is
given in [9].

The standardized test elements have the advantage that the
tests are reproducible. This gives the chance that different
robots or different algorithms on one robot can repeatably be
compared. Also, due to the repeating structures in the test
arena, it is relatively easy to generate a ground truth map,
e. g. using a map editor which provides the arena elemets as
building blocks.

C. Mapping challenges in RoboCupRescue

Even if the single elements are always the same, the exact
layout of the arena in the Robot Competition is unknown
to participating teams. A map of the environment must be
generated by the robot for two purposes:

1) The map is required to mark thevictim locationsas
determined by the robot. In a real rescue scenario, this
map could be used by the rescue team to �nd the victims
quickly. In the competition, this map is the basis for the
map quality and accuracy evaluation.

2) In a larger environment, a map is essential for the
exploration planningof the robot. The generated map
is used to keep track of the areas that have already
been mapped and searched, and to �nd the next area



Fig. 2. The complete RoboCupRescue arena for real robot at the German Open 2007. Courtesy of Adam Jacoff.

to explore. Also, the map is used to plan a path to this
location.

To challenge the mapping abilities of the robots in the
Yellow arena, the �oor is not �at but consists of different types
of roll/pitch-ramps. Also, the �oor is partly covered with paper
that simulates loose material on the ground of a real desaster
site. The ramps and the paper make the mapping more dif�cult:

� The wheels or tracks of the robots can slip on the loose
paper so that the odometry sensors report incorrect data.

� If the sensors are rigidly coupled with the robot and the
robot is located on a ramp, the sensor reports incorrect
distances or false obstacles (e. g. it might detect another
ramp as an obstacle).

� If the paper is screwed up, it can block the laser beam
and is detected as an obstacle.

III. M APPING METHODOLOGY OF THE ROBOTROBBIE X

A. Hardware

Robot: The mobile platform of the robot Robbie consists of
a Pioneer 3 AT (P3AT) by MobileRobots.1 The P3AT is a
wheel based robot with a four-wheel drive system. To control
the robot, the C++ software library ARIA (version 2.4.1)
provided by MobileRobots is used. The robot accepts high
level commands for driving and steering. The robot's �rmware
calculates a precise odometry, which is provided to the PC
every 100 ms. The position estimation of the robot is used as
a �rst guess for the real robot location. An image of the mobile
system Robbie is shown in Fig. 4(a).

Laser range �nder: The robot is equipped with the low
cost, leightweight LRF Hokuyo URG-04LX. The �eld of view
is 240� and the distances are reported from 20 mm to 4 m

1http://www.mobilerobots.com/

with 10 Hz. The scanner is very well suited for mobile robots
because of its low power consumption and the built-in USB
port.

Laptop:The mobile robot is controlled by a small JVC MP-
XP731 (1.0 GHz) laptop. This computer collects the sensor
data and sends it to an operator station, which consists of
Centrino duo (1.8 GHz) laptop running the same software.
The sensor data is wrapped into messages, which are sent from
one software module to another within the application. These
messages can be serialized and sent via WLAN, so that the
operator station receives exactly the same data. A screenshot
of the software running on the operator station is given in
Fig. 3

The message–based communication and the use of the same
software on both the robot and the operator station makes it
easy to swap functionality between the robot and the operator
station by just activating the particular software module.

B. Mapping

The mapping of the robot “Robbie” uses two types of data
messages: Messages from the LRF with the laser data in
polar coordinates, and the odometry data which is provided
by the robot. Therefore, the SLAM module, which takes care
of the map building, subscribes to these two message types.
The timestamp of the laser data message is the reference
time for the mapping step: The a–priori robot pose at that
moment is interpolated by the odometry data reported right
before and right after the LRF measurement. To improve the
pose estimation based on the odometry, a ICP [20] based scan
matcher is used that takes the last scan and the current scan
as the input.

The data structure to store the map is a single occupancy
map. In the context of RoboCupRescue, the grid usually has
a size of800� 800 cells, which represents a map of an area



Fig. 3. Monitoring software on the operator station of Robbie X. The current laser data is blended into the generated map (lower left widget).

(a) Robbie found a victim. (b) Corrected 2-D LRF position.

Fig. 4. Robbie at the RoboCup 2007 in Atlanta (GA), USA.

of 40� 40 m2 with a grid cell size2 of 50� 50 mm2. The grid
is stored in two planes: One plane counts how often a cell
was “seen” by a laser beam. This value is increased either
if the laser beam reported the cell as free or if the cell was
reported as occupied. A second plane stores the information
how often a cell was seen as occupied. By dividing these two
planes, the occupancy probability for a cellci is calculated as
the following ratio:

pocc(ci ) =
countocc(ci )
countseen(ci )

(1)

To solve the SLAM problem, a simple implementation of
a particle �lter is used [8]: 300 particles are suf�cient for
the localization; each particle represents a hypothesis for the
pose of the robot:(x; y; �) T . The algorithm of the particle
�lter includes the following steps:Resample, drift, measure

2With noisy or distorted distance data, it is useful to increase the grid cell
size, so that it is more likely that a measurement ends up in the same cell.
We used a cell size of100� 100 mm2 to handle the pitch-/roll ramps during
the RoboCup 2007 German Open in Hannover.

andnormalize. The result is the most likely pose of the robot
while the laser scan was taken. This pose is then used for the
map update.

Resample: Depending on the weight of the particles (gener-
ated by the last measurement step), the probability distribution
is adjusted. The resampling step is done only if the robot has
moved a certain distance (at least 20 mm) or turned (at least
5� ) since the last mapping step. We use the common trick to
go down the sorted list of particles (largest weight �rst) and to
generate a new number of particles from the current particle,
depending on its normalized weight. This way the resampling
can be done very ef�ciently.

Drift : During the drift step, the particles are moved de-
pending on the odometry data reported from the robot. It
also models the noise, which is due to sensor inaccuracies
and wheel slippage (see [7]). Three motion error sources are
modelled:

� When the robot starts, the initial orientation might be
wrong.

� The distance of the robot movement might be wrong.



� The orientation of the robot when the motion was �nished
might be wrong.

The motion and error model is depicted in (Fig. 5). In our
software, the initial rotation error is estimated with 5% of
the reported rotation, the rotation error while driving with 5�

per meter, and the translation error with 15% of the driven
distance.

Measure: During the measurement step, new weights for
each particle are calculated using the current laser scan. To
weight a particular particle, the endpoints of the laser beams
are calculated, using the robot pose which is stored in that
particle. Let ck ; k = 1 ; :::; K be the cells in the occupancy
grid which correspond to the laser beam endpoints for one
particle. The weight� for that particle is then computed as

� =
KX

k=1

pocc(ck ) : (2)

If the endpoints fall into cells with high occupancy probability
(e. g. walls), the pose predicted by the particle is a good guess
and therefore gains a high weight.

Normalize: The assigned weight of a particle is a sum of
occupancy probability values. During the normalization step,
the weight of each particle is divided by the sum of all particle
weights.

Map update: The average pose of the top 5% particles
with the largest weight is assumend to be the location of the
robot. Using this pose, the current laser range scan is added
to the global occupancy map by constructing a local map and
“stamping” it into the global map, incrementing the counts for
seenandoccupiedcells (cf. equation 1). Cells that are touched
by beams more than once during a single scan (these are cells
that are close to the robot) require special handling: If such
a cell is seen as occupied, than other beams of this scan can
not overwrite this cell as free any more.

Fig. 6 illustrates the robot pose hypotheses, represented by
particles.

As soon as the mapping algorithm has �nished one mapping
step, the thread waits for new laser range dataand new
odometry messages. When the new data is available, the next
mapping step starts immediately. After each localization and
mapping step, the estimated pose and the current map is sent
to the system core, so that the user interface and other modules
can use this information.

C. Active Laser Range Finder Adjustment

Rescue robots are usually used in unstructured environments
with uneven �oors and piles of rubble. Therefore the sensor
readings might be spurious if the sensors are rigidly coupled
to the robot. The in�uence of uneven �oor was simulated at
the RoboCup German Open 2007 using 10� pitch/roll ramps.
These ramps in�uenced the LRF data in three different ways:

1) The measured length to an obstacle changed slightly by
the factor of 1

cos� compared with the real distance, where
� is the pitch angle of the robot relative to the ground.

2) The obstacle was not detected at all, since the sensor
pointed above the object.

3) ”Phantom walls“ were detected, since the sensor de-
tected the next pitch ramp as an obstacle.

These problems are illustrated in Fig. 8. While (1) usually
adds only a small error (about 1.5% at 10� ), (2) and (3) result
in inaccurate occupancy maps. Case (3) can cause the robot
to avoid a free path, because the map blocks its way with a
phantom obstacle.

One way to overcome these problems is to use a 3D
LRF instead of a 2D LRF: The registration of the 3D scans
would come up with a correct matching, and the exact pose
of the robot can also be computed. Anyway, the actual 3D
scanning and the registration of the scan with the 3D map
takes much more time than the scanning and matching in 2D.

Therefore, we adjust the orientation of the LRF based on
the readings from a gravity sensor [12]. The sensor measures
the current orientation of the robot, and corrects the position
of the LRF so that it always scans horizontally. On our mobile
system, we use a cheap dual-axis (2D), up to 2 g accelerometer
[1]. The chip generates two pulse width modulation (PWM)
signals depending of the acceleration inx� andy� direction.
The lengths of the PWM signals are measured by a micro-
controller and the times are sent to the laptop via USB. The
PC converts the times into degrees and feeds them into a PID
controller, which calculates the necessary correction angles.
The correction information is sent back to the microcontroller
which sets two servos that adjust the orientation of the LRF.
An experimental setup and the unit mounted on the robot is
shown in Fig. 4(b).

D. Path planing

Beyond mapping the environment, autonomously exploring
robots must decide where to go next to �nd out more about
the environment (see [5]). This problem can be split into two
questions:

1) Select a target:Where should the robot go next to extend
the map or search for victims?

2) Choose a path:Which way should the robot take to
reach this target?

Combining the Yamauchi's frontier based exploration [17]
with Zelinsky's path transform ( [18], [19]) we achieved an
elegant solution for the exploration problem [16]: The path
transform is extended in a way that not the cost of a path to
a certain target cell is calculated, but the cost of a path that
goes to a close frontier. The path is not necessarily the shortest
and the frontier not necessarily the closest, since the costis
determined by the distanceand the safety of the path. The
formula of the Exploration Transform is given in (3).

�( c) = min
cg 2 F

 

min
C 2 �

c g
c

 

l (C) + �
X

ci 2 C

cdanger (ci )

!!

(3)

with F the set of all frontier cells,� cg
c the set of all paths

from c to cg, l (C) the length of the pathC, cdanger (ci ) the



(a) Error model of the robot motion. (b) Resulting pose distribution after motion.

Fig. 5. Robot motion and error model (from: [7]).

(a) Particles within the map. (b) Detailed view of the particles.

Fig. 6. Robot pose hypotheses, represented as particles.

(a) Automatically acquired map of the RoboCupArena. (b) Planned path through the map back to a frontier of an unexplored
area.

Fig. 7. Mapping and pathplanning ofRobbie Xduring the (autonomous) mapping mission at the RoboCup German Open 2008.
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(a) Laser range �nder detects the wall, but
measures the wrong distance.

d'

wallLRF

ramp

(b) Laser range �nder misses the wall.
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(c) Laser range �nder �nds a phantom wall.

Fig. 8. Correct and measured distances to walls due to ramps.(a) Slightly incorrect measurement; (b) and (c) Incorrect measurements that cause serious
problems for the localization and the mapping.

cost function for the ”discomfort“ of entering cellci (e. g.
because it is close to an obstacle), and� a weighting factor
� 0.

The Exploration Transform has the favorable property that
by construction no local minima can occur. Therefore, from
each cell a path to a close frontier can directly be extracted.

Compared to the path transform, the Exploration Transform
performs a search over all possible frontier cells. In the case
that the setF contains only one elementc, the Exploration
Transform is identical to the path transform to the target cell c.

Fig. 9 shows an occupancy grid and two corresponding
Exploration Transforms. Areas in Fig. 9(b) and 9(c) close to
frontiers are dark, which shows a short distance to a frontier.
Areas that are further away from any frontier are marked
light, showing a higher cost. The weighting factor� of the
Exploration Transform determines how much a safer path is
preferred over a shorter one. Fig. 9(b) and 9(c) show different
paths for different settings of� .

A risk function that forces the robot to stay away as far as
possible from obstacles bears the risk that the sensors (with
their limited range) cannot see any landmarks (such as walls).
This should be avoided, because the robot needs landmarks for
localizing itself and for extending the map. Therefore, thecost
function is extended in a way that (a) the robot is encouraged
to stay away from obstacles at a distance ofdopt and (b) never
gets closer thandmin . The newdiscomfort costcdanger of a
cell c with distanced to the next obstacle is calculated as
follows:

cdanger (c) =
�

1 ; if d < d min

(dopt � d)2; else.
(4)

IV. M AP EVALUATION

The maps of the arena are turned in by the teams on paper
or as an image �le. Since 2008, the images of the maps have
to be turned in as GeoTIFF �les. GeoTIFF is a basiclly a
normal TIFF �le, but includes special tags that can be used to
georeference and scale the image. Fig. 10 shows some maps
of different teams from the RoboCup 2007 competition in
Atlanta.

A. RoboCupRescue map evaluation in 2007

For each victim that a robot �nds in the competition, the
team earns up to 50 points. From these 50 points, 10 are given
for the map quality (e. g. clear walls and other features), and
another 10 for the correct location of the victim in the map.

While the �rst 10 points are given for local correctness, the
second 10 points are given for the global accuracy. Since the
judgement of the map quality is important for the scoring, a
reproducible metric for the map evaluation is essential.

During the RoboCup 2007, the maps were scored by the
technical committee by visual judgment: All maps were posted
and compared against each other. This method worked well,
because the differences between the maps of the teams were
quite signi�cant (see Fig. 10).

B. RoboCupRescue map evaluation in 2007

However, with more teams generating maps autonomously
and an overall increased map quality, a tool-based evaluation
is required for the league. Therefore, a tool-based mapping
system is desirable. In 2007, the use of theMapping Evalua-
tion Tool (by Max P�ngsthorn; see [13]) was proposed: The
judge can use this application to load two �les (e. g. the map
to be evaluated in GeoTIFF �le format and the ground truth
map) and to move, rotate and scale the two overlayed images.
Then, he can blend them by changing their transparencies.
This way, a human can easily check the overall correctness of
the generated map as well as the presence of smaller errors.
But still, the �nal judgement has to be done by a human. A
screenshot of the application is given in Fig. 11.

C. RoboCupRescue map evaluation in 2008

For the competition in 2008, Varsandan et el. propose a
metric based on the image similarity function	 [15]. The
similarity for two imagesa and a0 is de�ned as follows: It
is the average distance that a pixel has to ”travel“ (from its
original location) to reach a pixel of the same color in the
other image and vice versa. Formaly:

	( a; a0) =
X

c2 C

 (a; a0; c) +  (a0; a; c) (5)

where

 (a; a0; c) =

P
a[p1 ]= c min(md( p1; p2)ja0(p2) = c)

# c(a)
(6)

with C the set of all colors or gray values of the image,
c a particular color,a[p] the color in imagea at position
p, md(p1; p2) the Manhattan (block) distance of the pixel
positionsp1 andp2 and# c(a) the number of pixels with the



(a) Occupancy grid. (b) Exploration Transform with
short path.

(c) Exploration Transform with
safe path.

Fig. 9. Occupancy grid (a) and the corresponding results of the Exploration Transformation for different values of� (b) and (c). Dark cells in (b) and (c)
indicate a short distance to the next safe frontier, white cells indicate a long way. In (b) a shorter and in (c) a safer pathis chosen.

particular colora. Varsandan et al. show exerimentally that the
calculatedL 1-metric (Manhattan distance) gives similar results
compared to theL 2-metric (Euclidean distance), but is much
faster to compute. This metric is implemented in theJacobs
Map Analysis Toolkit. In the context of robotic mapping, the
colors/gray values are the values of cells in the occupancy
grid.

The assessment algorithm based on the image similarity
funtion does not perform an optimization of the two maps
automatically: The user has to move, rotate and scale the maps
so that the maps �t more or less, then the algorithm calculates
the remaining error, based on both: map errorsand manual
adjustment errors.

D. Proposed map evaluation method: Overview

The evaluation and scoring of the maps by humans can
never be totally objective. TheJacobs Map Analysis Toolkit
is a great tool that supports the assessment, but still some
user interaction can in�uence the scoring. To overcome this
shortcoming, a fully autonomous map evaluation method is
desirable. The goal is to have a method that receives the ground
truth map and the map to be evaluated as an input, and that
returns a score for this map.

To determine a completely automatic scoring, we propose
the following �rst algorithm:

1) Extract features from both, the ground truth map and the
generated map.

2) By matching the extracted features, determine the trans-
lation vectort and the rotation matrixR that minimize
the location error of the matched features.

3) Take the remaining position error and the remaining
matching error as a measurement for the correctness of

the map.
As features, we want to extract rooms from the map, and

then match the rooms of both maps with each other. The
rooms form ”natural features“ of the maps. For each room,
the following parameters can be determined: 1. The position
of the center of gravity (COG) or the bounding box (BB) and
2. the size or the shape of the room. Using the remaining error
in the position of the rooms and the error in the shape/size,
an overall scoring can be computed.

E. Extraction of features/rooms from maps

The �rst problem we addressed is to extract rooms from
maps. This is especially dif�cult if the map is noisy and has
incomplete walls and phantom objects inside the rooms. Our
approach goes as follows:

1) Determine “wall control points” along the walls.
2) Find for each wall control pointpi all other wall control

points pj that can be seen frompi . Mark these points
in a matrixA by placing a1 at A ij . This matrix forms
an adjacency matrix. (A1 at A ij denotes that pointpj

can be seen from the pointpi and vice versa.)
3) Using a clustering algorithm, wall control points with

similar visible points are grouped together. These groups
form the outline of a room.

The algorithm �nds rooms of arbitrary shapes, and is robust
against holes in walls and smaller obstacles within the room.
Fig. 12 shows two maps, the extracted features (rooms and
SURF features).

F. Matching of features from both maps

After features (e. g. the SURF features or the rooms) are
extracted in the ground truth and the generated map, they are
matched with each other. The matching follows two rules:



(a) Map of team A. (b) Map of team B.

(c) Map of team C. (d) Map of team D.

(e) Ground truth.

Fig. 10. (a) – (d) maps produced by robots of differnt teams; (e) ground truth map (all maps from the RoboCup World Championship 2007).



Fig. 11. Ground truth map and robot map blended into each other.

1) The overall topology should be preserved.
2) The rooms reps. features that are matched should have

similar properties (e. g. size, shape or feature descriptor).

This can be formally expressed as follows:

argmin
R ;t ;W

N fX

i =1

N gX

j =1

wij (jjp(f i ) � (R p(gj ) + t )jj2 + � d(f i ; gj ))

(7)

whereN f and Ng are the number of features in the ground
truth map and the generatd map respectively,f i andgj a fea-
ture in the ground truth map and generated map respectively,
p(f i ) and p(gj ) the location of the feature in the map,W a
matrix wherewij is 1 if f i is associated withgj , d(f i ; gj ) a
function that determines the difference of the featuresf i and
gj , and� a weighting factor.3

The problem stated above requires an optimization of the
feature associationW (a discrete optimization problem with
constraints: each feature can be matched with a partner only
once) as well as the optimization of the rotation matrixR and
the translation vectort (a continuous optimization problem)
vector of the map. This makes the solution of the matching
problem dif�cult.
We want to tackle this problem by solving the optimization
problem in three steps:

1) First, the discrete association problemis solved by
matching the features using their feature descriptor only,
without considering the location of the features. In this
stage, not only the best matches are considered, but also
reasonable good matches (we plan to use RANSAC [4]
or PROSAC [3]).

2) Then, for each given (guessed) feature association, the
optimal transformation given byR andt is determined
using a least square �tting method [2] to solve this
continuous optimization problem.

3) Finally, the overall error of all feature matches is calcu-
lated. In this step, not only the feature matches used to
determine theR andt are used, but all matches.

3A constraint has to be added to avoid the trivial solutionW = 0

The best solution yields a transformation de�ned byR 0 and
t 0 that generates a match of both maps with an minimal error.
The average match error per feature (in terms of position and
differences in the feature vector) can then be used to compare
the quality of two generated maps against the ground truth
map.

For non-rigid transformations we generalize the objective
function to

argmin
b;W

N fX

i =1

N gX

j =1

wij (jjp(f i ) � � b(p(gj )) jj2 + � d(f i ; gj )) (8)

where � b is a paramtetric mapping with parametersb. For
the rigid case, the parametersb will be R and t . For a non-
rigid mapping we might, for example, choose a polynomial
over two variablesx and y to do the mapping; in this case,
the parameter vectorb will collect the coef�cients of the
polynomial. For this easy case, the optimal transformationin
step 2 can be computed by a linear set of equations as the
unknown coef�cients of the polynomial are linear with respect
to the known values. To judge a mapm1, we compute the
optimal transformation with parametersb to the ground truth
mapm0, and compute, for example,




 � b(m1) � m0




 + � kbk

where� allows us to add a penalty to the amount of warping
needed to match the maps. More sophisticated measures may
penalize linear terms in the polynomial less than higher order
terms (which account for a stronger warping which is due to
incorrect map generation). Such a mapping will allow for a
fair judgement, e. g. of Fig. 10(c) or Fig. 10(d) to the ground
truth map Fig. 10(e), which would not be possible with rigid
transforms, as the maps show some radial distortion.

V. CONTINUING WORK

We plan to implenent the matcher for rooms (based on size
and shape) �rst. Then, we can compare the results of the room
matcher with the result of the SURF feature matcher. As a next
step we will implement the optimization loop, as described in
section IV-F.



(a) (b)

(c) (d) (e)

(f) (g) (h)

Fig. 12. From the raw maps (a) and (b) (ground truth map and generated map) different types of features are calculated: (c)and (d): rooms; (f) and (g):
SURF features; (e): manually matched rooms; (h): matched SURF features.



VI. CONCLUSION

The RoboCupRescue competition offers a great plattform
for testing mapping abilities of mobile robots: The standard-
ized scenario makes it easy to generate a ground truth map
while the actual parcours can still be re-arranged frequently.
Also, the enforement of the rules during the competition
provides the basis for comparable results.

On our mobile system “Robbie X”, we use a particle �lter
localization and mapping method. Active sensing – in this
case the active adjustment of the laser range �nder – helps
the particle �lter to generate accurate maps. The exploration
algorithm combines frontier based exploration with the path
transform and yields the safest way to the close frontier cell.
The approach was used by the Team resko of the University
of Koblenz-Landau during the RoboCup German Open 2007
and 2008 in Hannover (Germany) and during the RoboCup
World Championship 2007 in Atlanta (GA, USA). The team
achieved the “Best in Class Autonomy Award” in all three
competitions.

The evaluation of the maps in the RoboCupRescue Compe-
tition is done manually so far. This results in non reproducible
scores. TheMapping Evaluation Toolsupports the judge
because it enables the user to overlay two different maps, but
still the �nal scoring is done by a human.

We propose a fully automatic scoring technique that �rst
extracts features from the two maps to be compared. By
optimizing the matching of the features, the optimal rotation
and translation is determined. The resulting error per match
gives a metric for the similarity of the two maps. This way,
map scoring can be done fully automatic without human
interaction.
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